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The Intelligent Systems and Networks Group, Imperial College London,  is offering a funded PhD studentship commencing in October 2008.

The Intelligent Systems and Networks Group (ISN) at Imperial College London, specialises in distributed systems and Internet technologies, with special experience in the area of modelling, simulation and agent technologies. Current industrial partners include France Telecom, Telecom Italia, British Telecom, IBM, Microsoft, Thomson, Intel etc.

Moez Draief graduated from the Ecole Polytechnique (Paris) in 2000.  He then completed a DEA in Probability Theory at the University Paris VI in 2001. He undertook a PhD in the LIAFA (Theoretical Computer Science Group), University Paris VII.  From October 2004 to January 2007, he was a Marie Curie research fellow at the Statistical Laboratory and a part-time lecturer in Part III (Certificate of Advanced Study in Mathematics), Cambridge University. His research interests are: applied probability and discrete mathematics, queueing theory and stochastic networks, and the application of these to the analysis of distributed algorithms and complex networks such as Peer-to-Peer and ad hoc networks.
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Distributed Data Aggregation
In many large network settings, such as computer networks, social networks, or hyperlinked text documents, much information can be obtained from the network’s nodes by aggregating data stored at the nodes forming the network. However, traditional centralized approaches for computing aggregates struggle with the following operational characteristics: (i) they may not have a centralized entity for facilitating computation, communication and time-synchronization, (ii) the network topology may not be completely known to the nodes of the network, (iii) nodes may join or leave the network, so that the network topology itself may change. The goal in this setting is to design algorithms so that the desired computation and communication is done as quickly and efficiently as possible.

The first focus of this project is to analyse and implement decentralized algorithms for collecting statistics on network topology, user behaviour and other node characteristics. One such characteristic that will concern us is the system size, namely the number of nodes [1] and more generally aggregate functions such as Min, Max, Count, Sum, Average, over data residing at nodes in the network [2].  
Self-aware Networks
One of the most stunning trends of recent years has been the emergence of very large-scale networks. A major driving force behind this development has been the growth and wide-spread usage of the Internet. The structure of hosts and routers—in itself a large network—has facilitated the growth of the World-Wide-Web, consisting of billions of web pages linking to each other. This in turn has allowed or helped users to take advantage of services such as Instant Messaging or various sites to explore their current social network and develop new social ties. Beyond Internet-based applications, a large amount of effort is now being focused on structures and applications of decentralized networks.

In all of these cases, the network structure contains much information that could be beneficial to the nodes. For the router graph of the Internet, we may be interested in sparse cuts, as these may lead to network traffic congestion, or—in the extreme case—network partitioning. For linked web pages, most useful measures of relevance or relatedness (such as Google's Page-Rank) are defined in terms of the eigenvectors of the network’s adjacency matrix. For all of the above questions, good solutions can be obtained by spectral analysis of the underlying graph structure, as nodes on different sides of a sparse cut tend to have very different entries in the second eigenvector. 

In this project we will focus on the study of decentralized algorithms for computing eigenvectors of a symmetric matrix, and singular vectors of arbitrary matrices (corresponding to the adjacency matrices of  graphs) [3,6]. We assume that associated with each edge (i,j) of the network is a weight a(i,j), which is known to both endpoints i and j. This weight may be the bandwidth available between two machines, the number of links between two web pages, or an estimate of the strength of a social tie between two individuals. We will also focus on efficient protocols that enhance the network's topology awareness based on its spectral properties by exploiting this information to detect bottlenecks, improve connectivity, and enhance the performance of searching and routing algorithms [4,7].  
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