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Abstract. This article focuses on routing messages along shortest paths in tree networks,
using compact distributed data structures. We mainly prove that n-node trees support rout-
ing schemes with message headers, node addresses, and local memory space of size O(log n)
bits, and such that every local routing decision is taken in constant time. This improves the
best known routing scheme by a factor of O(logn) in term of both memory requirements
and routing time. Our routing scheme requires headers and addresses of size slightly larger
than log n, motivated by an inherent trade-off between address-size and memory space, i.e.,
any routing scheme with addresses on logn bits requires 2(y/n) bits of local memory-space.
This shows that a little variation of the address size, e.g., by an additive O(log n) bits factor,
has a significant impact on the local memory space.
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1 Statement of the Problem

Delivering messages between pairs of processors is a basic and primary activity of any distributed
communication network. This task is performed using a routing scheme, that is a mechanism work-
ing in a distributed fashion, and allowing source-to-destination messages delivery in the network,
for any source and any destination.

Quite often, the design and the optimization of the management and control systems of the
network, including routing, is done after the network construction. In this case, the routing problem
is stated as follows: given a graph (i.e., the underlying topology of a communication network),
design for each node of the graph (i.e., for each router of the network) a efficient computable
function that determines, for every message entering a node, the link on which the message has
to be forwarded. This computation is performed as function of the information contained in the
header of the message, e.g., the destination node address, and of local information stored at the
node. The term “efficient” groups a set, of desirable quality factors like: routes of reasonable length
(compared to shortest paths); low local computation time; limited link-congestion; compact local
data structures; fault tolerance; etc.

We want to point out that the complexity results on routing are quite strongly dependent of
the model, including, e.g., the ability to setup the addresses of the nodes, the ability to modify
the headers, etc. Moreover, we also want to stress that results strongly differ according to slight
variations of parameters, including, e.g., the size of the header, the length of the routes, etc.
Therefore, let us make clear the framework of this paper.

In the remaining, the communication network is denoted by a connected and undirected n-node
graph G = (V, E). The routing scheme makes use of addresses, every node being identified by an
address which is unique in the network. Hereafter, the address of node u is denoted by ¢(u). The
routing scheme makes also use of a routing algorithm that is a distributed algorithm whose role
is to route messages. Upon reception of a message by node u, the routing decision taken at w is
performed by a routing function. It depends solely on (1) the message header, (2) the incoming
link, and (3) local data structures stored at u. The design of the routing scheme includes not only
the design of the routing algorithm via the definition of the routing function, but also the setting
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of the address-set, the header-set, and of the local data-structures. Moreover, it has to incorporate
the link labeling.

More precisely, incoming and outgoing links from every node u are identified by numbers from
1 to deg(u), the degree of u. This labeling is local, and should not necessarily be consistent between
neighbors. In particular, the edge {u, v} can be labeled ¢ by u, and j by v, with i # j. Each node
(i-e., each router) is also supposed to have an extra link, connecting it to its local host. This link
is labeled 0. Once the routing function has selected the outgoing link on which the message must
be forwarded, i.e., a number between 0 and deg(u), it creates a new header for that message, and
it sends the message with its header through that link. The original header of a message is given
by the source host; it simply consists of the address of the destination, and, upon reception of a
message from the source host, the attached router may modify the header, but the result of this
modification depends solely on the destination address, and, again, local data structures stored by
the router. We point out here that no time or space consuming computations are hidden in this
model.

A specific type of routing is called direct. Direct routing imposes that the message header is
fixed at once by the source host, and cannot be modified by intermediate nodes on its route toward
the destination. In other words, the header set is exactly the node address set. Direct routing
schemes are desirable because they do not require extra hardware facilities to rewrite headers.
Note though that relaxing this constraint allows to construct sophisticate routing schemes for
arbitrary graphs (cf., e.g., the hierarchical routing schemes introduced in [1,10]).

To summarize, solving the routing problem consists in designing the whole routing scheme,
including (1) the routing function, (2) the format of the addresses, (3) the local labeling of the
links, (4) the format of the headers, and (5) the local information to be stored locally at each node
in order to perform the computation of the routing function. The complexity of the setting-up of
these data is measured by the time it takes to perform those computations from given the graph G,
and is refered as the pre-processing time. The other parameters that are typically addressed in the
literature are the following. The size of the addresses (that is also the size of the headers for direct
routing schemes) is measured by the range of the set in which these addresses are taken. More
precisely, for m > n, a routing scheme is of [1, m]-range address if the addresses are taken from
the set {1,2,...,m}. (Alternatively, such a scheme is called a log m-bit address routing scheme.)
The local memory space is the size of all the data structures required by each node to compute the
routing function. The routing time is the worst-case time-complexity of the routing function to
perform its computation. The length of the routes is measured by competition against the shortest
paths.

In this paper we consider shortest-path routing only. Moreover, all the routing schemes we will
construct are direct, i.e., routing will be performed based on the destination address only, and
headers are not modified once set by the source. Regarding the local labeling of the links, we will
consider two main variations of the problem: the designer-port model, and the fized-port model.
The former allows the designer of the routing scheme to freely label (between 1 and deg(u)) the
incident links of each node u while constructing and optimizing the data structures of the routing
scheme. On the contrary, the latter assumes that the local labeling of the links is given is advance.
The fixed-port model forces the use of correspondence tables if the routing function needs a specific
labeling to perform efficiently, and therefore this model may lead to a significant increase of the
size of the data structures compared to the designer-port model. On the positive side though, the
fixed-port model allows to superimpose several routing schemes such as, e.g., hierarchical routing
schemes [1,10].

Before stating the results included in this paper, we list some previous and related works.

Related works

One of the most widely used routing scheme for arbitrary graphs is the routing tables. It consists
in labeling the nodes from 1 to n, and to store an n-entry table at each node, such that its i-th
entry returns the local number of the adjacent link on which a message of destination address ¢
has to be transmitted. Routing tables are direct and use [1, n]-range addresses, require O(n log d)



bits of memory at each node of degree d in the fixed-port model, and perform routing in O(1)
time at each node. Although O(nlogd) memory bits seems quite high, it must be pointed out that
this is the best that can be achieved for arbitrary graph. More precisely, it has been proved in [5]
that 2(nlogd) bits is a lower bound for shortest-path routing schemes using addresses on clogn
bits, for every constant ¢ > 1. This lower bound holds in the designer-port model. According to
this result, a tremendous effort has been done to derive routing schemes requiring smaller memory
space for specific classes of networks, in particular for trees.

In trees, a common strategy consists in setting the addresses via a Depth-First Search (DFS)
traversal of the tree, and then to use the interval routing scheme (IRS) of [11,13] (see [4] for a
survey on IRS). More precisely, at every internal node u of the tree, the edge leading to a child v
is associated to an interval containing the set of the addresses of the nodes in the subtree rooted
at v, and the link leading to the root is associated to the complementary interval (this latter
interval may wrap modulo n). The memory space is O(dlogn) bits at each node of degree d in
the fixed-port model, and the use of a binary search in the set of intervals provides a O(logn)
routing time at each node. The total amount of routing informations, summed over all nodes, is
low compared to the routing tables, i.e., O(nlogn) bits in total. However, IRS does not evenly
balance routing information among the nodes since O(nlogn) bits could be required locally for
trees of large degree.

Cowen [2] proposed a direct routing scheme in the fixed-port model for trees of large degree
using O(y/nlogn) bits of memory, 31log n bits of addresses, and O(log n) routing time. The address-
space can be optimized considering the designer-port model: the direct routing scheme in [3] uses
O(y/nlogn) bits of memory with [1, n]-range addresses, and O(logn) routing time. Actually, if we
insist on small memory space, [4] shows that there exists a routing scheme for trees with [1,n]-
range addresses, ay/n bits of memory, where a =~ 3.7. However, this latter scheme may involve
exponential routing times.

Peleg [9] proposed the best known routing scheme for trees, inspired from the so-called “distance
labeling” schemes, and stated in the fixed-port model. It is based on a recursive decomposition
by “center” of the tree, using O(logn) levels. It uses O(log®n) bits for both the addresses and
the memory at each node, and requires O(logn) routing time. Actually, the routing algorithm is
direct and based on the destination-address only so that the node needs only to store its address.
That type of routing schemes are called “memory-free” routing or “label-based” routing. As it
is remarked in [9], every direct routing scheme can be transformed into a memory-free routing
scheme by extending the size of each address so that it contains all the local data structures of
the node.

This paper improves all these previous routing schemes for trees, including the one in [9].

Our contributions

1. We propose a direct shortest-path routing scheme for trees asymptotically using 5logn bits
for the addresses, 3 logn bits of memory space, and O(1) routing time!. This scheme is asymp-
totically optimal for all of the considered measures: memory space, header size, and routing
time. Reducing the address range can be done, but up to an increase of the routing time.
More precisely, we also propose a direct shortest-path routing scheme using 2.8 logn bits for
the addresses, 3logn bits of memory space, but involving polynomial time routing decisions.
Attaching the address with the local data structure at each node, we thence show that there
exists (1) a shortest-path memory-free routing scheme for trees with constant routing time and
7logn bits of addresses, and (2) a shortest-path memory-free routing scheme for trees with
a 4.8logn bits of addresses and polynomial routing time. All these results are stated in the
designer-port model. A similar result was founded independently by Thorup and Zwick [12].

L All the time complexities are computed in a word-RAM model where standard integer operations on
words of O(logn) bits are performed in constant time, including logical bitwise operations, integer
division, and integer multiplication. All the logarithms are in base 2.



2. For the fixed-port model, we propose a direct shortest-path routing scheme using O(log2 n/loglogn)
bits for the addresses, O(log2 n/loglogn) bits of memory space, and with constant rout-
ing time. We obtain a shortest-path memory-free routing scheme using O(log2 n/loglogn)
bits with constant routing time. These results improve the best known result by a factor
O(loglogn).

3. We also show lower bounds. In particular, we show that, in the designer-port, model any

shortest-path routing scheme for arbitrary tree requires a memory space of at least ay/n —
o(y/n) bits if using [1,n + o(y/n/logn)]-range addresses. This improves and generalizes the
lower bound of [3], and shows the optimality of the results therein. By comparing this lower
bound with our first contribution, it also shows that a little variation of the address size, e.g.,
by an additive O(logn) bits factor, has a significant impact on the local memory space.
For the fixed-port model, we prove a n — o(n) bits lower bound on the memory space for
shortest-path routing scheme on trees using [1,n + o(n/logn)]-range addresses. In contrast
with this bound, we construct a direct shortest-path routing scheme with [1, n]-range addresses,
using at most n + o(n) bits of memory space, and constant routing time. This demonstrates
an optimal tradeoff between address-size and memory space.

2 A Routing Scheme with O(logn) bits of Address and Memory Space

Let T be any n-node tree, and let r be any node of T. From now, T is supposed to be rooted at
r. For every node u, let us denote by T, the subtree of T rooted at u induced by u and all its
descendents. We denote by w(u) the number of nodes of T, and we call it the weight of u. We
define id(u) as the numbering of the nodes of T' by consecutive integers in [1, n] obtained by a DFS
traversal of T' performed under the following guideline: at each internal node, the DFS numbering
visits first the largest subtree, then the second largest subtree, and so on. It yields a labeling in
which id(r) = 1, and, for every internal node u and every two of its children z,y, if id(z) < id(y)
then w(z) > w(y).

2.1 Port and address assignment

If y is a child of z in T, then we define the rank of y, denoted by rank(z,y), as the number of
children of x whose DFS labels are at most id(y). The labeling of the edge {u,v} at u is denoted
by port(u,v). We set port(r,v) = rank(r,v) for any child v of the root r, and, for any u # r,

1 if v is the parent of u;
1 + rank(u, v) otherwise.

port(u,v) = {

The extra edge linking any node u to its local host is labeled 0. For every node u # r, we
define path(u) as the sequence of ranks encountered on the path from r to u. (We set path(r) =
(), the empty sequence.) More precisely, if the path from r to u is the sequence of nodes r =
Ug,U1,...,u = u then path(u) = (rank(ug,uy),...,rank(us—1,us)). We define the clean-path of
u as the sequence cpath(u) obtained from path(u) by removing all the ranks that are equal to 1.
We denote by |cpath(u)| the length of the sequence cpath(u), i.e., the number of ranks of path(u)
distinct from 1. In particular, |cpath(u)| = 0 if path(u) consists of 1’s only.

For every node u, the address £(u) of u satisfies £(u) = (id(u), cpath(u)).

The data structure stored at node u is

table(u) = (id(u), w(u), wy (u), |cpath(w)])

where w; (u) is the weight of the heaviest child of u, i.e., the weight of w(z) such that rank(u, z) = 1.
For a leaf u, we set wi(u) = 0. The next lemma will be useful for computing the space needed for
storing table(u).

Lemma 1.
(1) If u is the parent of v, then rank(u,v) < w(u)/w(v).
(2) If cpath(v) = (p1,-..,pr), then Hle pi < njw(), and k < log(n/w(v)).



Proof.

(1) By definition, if rank(u,v) = i then there are i children of u, say ¢i1,...,¢;i—1,¢; = v, such
that id(cj)' < id(v). For every such node ¢;j, w(c;) > w(v). Thus, 2;21 w(cj) = i - w(v). Since
w(u) > Z;Zl w(cy), it follows that w(w) > i - w(v) that is rank(u, v) < w(u)/w(v) as claimed.

(2) By construction, p; = rank(u;,v;) for some edge (u;,v;), u; parent of v;. By (1), p; <
w(u;) /w(v;) < w(u;)/w(uwigr) since w(uirr) < w(v;). It follows that Hle i < wluy)/w(vy). We
have w(u1) < n, and vg = v. Since p; > 2, k < log (Hlepi) < log(n/w(v)). |

2.2 Routing algorithm

Our routing algorithm is direct, i.e., a message-header consists solely of the destination address of
that message, and it will not be modified along its path from its source to its destination. Assume
that a node = receives a message of header h = {(y). The routing decision at z is described by a
function ROUTE1(z, h) € [0,deg(z)] that returns the local label of the link on which the message
has to be forwarded from z. In the following, let b denote the value 0 if id(z) =1 (i.e., if z = 7),
and 1 otherwise.

0 if id(y) = id(x);

1 if id(y) < id(z) or id(y) > id(z) + w(z);

1+bif id(z) < id(y) < id(z) + wy(z);

p + b otherwise, where p = (|cpath(z)| + 1)-th element of cpath(y).

RouTEl(z,L(y)) =

The next section shows that the routing algorithm is correct, and section 2.4 shows how to
implement the function ROUTEL.

2.3 Correctness

Lemma 2. For every pair of nodes x,y, the routing algorithm described by ROUTEL routes any
message from x to y along a shortest path.

Proof.

If id(y) = id(x), then the function returns the correct answer since the message is arrived at
destination.

If id(y) < id(z) or id(y) > id(x) + w(x), then, by definition of the DFS numbering, y is not
a descendent of z, and thus the message has to be transmitted to the parent of z. The routing
function returns in this case the correct answer, i.e., port 1.

If id(z) < id(y) < id(z) + w1 (z) then y is a descendent of x. Since id(y) < id(x) + w1 (x), the
message has to be transmitted on the port of the heaviest child of # because the DFS numbering
labels first the largest subtree of z. Therefore, the routing function correctly answers port 1 + b
(i.e., 1if id(xz) = 1, and 2 otherwise), because links are locally labeled in a decreasing order of the
weights of the subtrees.

If id(z) + wy (z) < id(y) < id(z) + w(z) then y is a descendent of z and the sequence path(z)
is a prefix of path(y). Therefore, cpath(z) is also a prefix of cpath(y). The message has to be
transmitted to a child of z, say z. Note that path(z) = (path(z),rank(z,z)), and note also
that rank(x,z) # 1 because z is not the heaviest child of z since id(x) + w;(z) < id(y). Since
rank(x, z) # 1, and since cpath(z) is a prefix of cpath(y), we have that rank(z, z) is contained in
the sequence cpath(y). The value rank(z, z) is precisely the first element of cpath(y) located after
all the elements in common with cpath(z). Hence, it is the (i + 1)-th element of cpath(y), where
i is the number of elements of cpath(z). Thus, the routing function returns the correct answer in
this case as well, completing the proof. |



2.4 Implementation

Lemma 3. For every node u, its address £(u) is of length less than 5logn + 1 bits, and its local
data structure table(u) is of length less than 3logn + loglogn + 4 bits.

Proof. Recall that £(u) = (id(u),cpath(u)). We represent id(u) by a binary string of [logn] <
(logn) +1 bits. Now, let us give a compact representation of the sequence cpath(u) = (p1, .- ., pk)-
Let I; be the length of the binary decomposition of ¢; = p; — 2 (¢; > 0 since p; > 2). Precisely,
I[; = max{[log(p; — 1)],1}. The sequence cpath(u) is represented by two binary strings, say A
and B, each of length L = Ele l;, as follows: A is composed of the concatenation of the binary
representation of the g;’s on [; bits; and B is a bitmap that indicates the begining of each field
representing a ¢; in A (this is doable since I; > 1).

Note that p; > 2 implies I; < (logp;) + 1. Hence, L < log (Hlepi) + k. By Lemma 1,

L < log(n/w(u)) + log(n/w(u)) < 2logn. In total, id(u), A, and B can be represented by less
than 5logn + 1 bits.

Finally, table(u) = (id(u), w(u), w; (u), k), where k = |cpath(u)|, can be represented by a binary
string of length at most 3 [logn] + [log k] < 3logn +loglogn +4 bits (by Lemma 1, k < logn). |l

Actually, ¢(u) can be represented in a more compact way. Indeed, the coding of cpath(u) is
not the best possible. To improve the coding we need the following lemma originally proved by
Kalmdr in 1930, and that can be also founded in [14].

Lemma 4. [14] Let Z(n) be the number of ordered integer sequences py,po, ... such that p; > 2
and [[;5, pi < n. Then, Z(n) ~ n’ [k, with & = —p- ('(p) where p is the unique real solution of
the equation ((p) = 2 and ( is the Riemann Zeta function. (We have p = 1.7286 and k = 3.1429.)

From this lemma, every clean-path can be coded using at most [log Z(n)] < plogn < 1.8logn
bits. Moreover, there exists a polynomial time algorithm that generates all such sequences?. Thus
coding and decoding of cpath(u) can be done in polynomial time.

Note that in order to execute ROUTEL(x, £(y)) we need to extract rapidly each field of £(y) and
of table(z). Given a binary string S of length L, let onesg(i) denote the function that returns the
number of 1-entries in S up to (and including) position %, and let selects(j) denote the function
that returns the position of the j-th l-entry in S.

Lemma 5. [7,8] Let S be a binary string of length L function of n, such that L < n. The
operations onesg(-) and selects(-) can be performed in O(1) time with o(L) pre-computed auziliary
bits, thus using a total of L 4+ o(L) space. Moreover, the auziliary bits can be computed in O(L)
time.

Theorem 1. In the designer-port model, every n-node tree supports a direct shortest-path routing
scheme with 5logn+o(logn) bits of address (resp., 2.8logn bits), 3logn+0O(loglogn) bits of mem-
ory space, and O(1) (resp., n°Y)) routing time. Moreover, the pre-processing time is O(nlogn)
(resp. n®W)),

Proof. The address of a node u is composed of three binary strings: id(u), and A and B to
represents cpath(u). We enhance the address of u with o(logn) bits in order to support the
operation selectp(-) in constant time by Lemma 5. The data structure table(u) is not modified.
Let us show how to execute ROUTEl(z,£(y)) in constant time, for any pair of nodes x,y.
The three first conditions involve constant-time computations. (Note that extracting fields of
fixed length and at a fixed position can easily be done by the use of binary masks and shifting.)
Actually, only Condition 4 needs more attention due to the extraction of the (i 4+ 1)-th element of
cpath(y). If cpath(y) is compacted in [log Z(n)] bits, that is by storing an index of the sequence
cpath(y) in the set of all such sequences, it suffices to decode cpath(y) from its index, and to

2 For instance one can generate all the |4log n] bit strings and test if it is a valid coding into the set of
A, B strings of clean-paths.



extract the (i 4+ 1)-th element. This takes n®") time. However, if cpath(y) is represented by two
binary strings A and B, one can extract the (i + 1)-th element in O(1) time. Its value p is located
in A between the position j; = selectg(i + 1) and jo = select g(i + 2) (excluded). Both indices can
be computed in constant time. Thanks to a mask M = (271+1 — 1) — (272+1 — 1) applied on the
string A, and at the price of a simple shift, one can extract p (actually, p — 2) from A, and thus
compute correctly ROUTEL(z, £(y)).

Computing the weights requires O(n) time, and sorting them at each node takes O(nlogn).
The time to perform the DFS numbering is then O(n), and the time to compute all the clean-
path sequences is then O(nlogn) since every clean-path is on O(logn) bits (resp., n°1) time if
clean-paths are represented on [log Z(n)] bits). The time to compute all the addresses and data
structures is again O(nlogn), including the generation of auxiliary tables for each node. Therefore,
the total pre-processing time is O(nlogn) (resp. n®™) if compacted). |

Concatenating the address and the local data structure of each node, we obtain (recall that
£(u) and table(u) have id(u) in common):

Corollary 1. In the designer-port model, every n-node tree supports a memory-free shortest-path
routing scheme with Tlogn + o(logn) bit for the addresses (resp. 4.8logn bits), and O(1) (resp.
n°W) ) routing time. Moreover, the pre-processing time is O(nlogn) (resp. n°®)) time.

3 Routing Schemes for the Fixed-Port Model

As mentioned in the introduction, on one hand, the fixed-port model is potentially less efficient
than the designer-port model in the sense that it may require the uses of larger data structures,
but on the other hand it allows the combination of several routing schemes. This latter property
makes the fixed-port model worth to be studied.

We reuse all the notations introduced in Section 2. In particular, for u parent of v, the fixed-port
model assumes that port(u,v) € [1, deg(u)] is fixed, and cannot be modified. This has a significant
impact on the size of the local data structures. Let us try to explain why. Assume that the routing
function deals with colored messages. Under the designer-port model, a compact routing scheme
could consist in labeling locally the links with colors so that red messages are simply routed
along the red link. Under the fixed-port model, this is not possible, and red messages may need
to be routed along a green link. Note that one cannot simply recolor the red messages in green
because there might be other nodes for which the routing of green messages must be performed
through the blue link. Actually, the computation of “green” from “red” has an inherent cost, and
requires additional memory bits. There are mostly two solutions for the storage of these bits. One
consists in storing them locally, e.g., node u stores a “correspondence table” of O(dlogd) bits,
where d = deg(u). Another consists in storing them in the addresses of the nodes, e.g., all nodes
w requiring the use of the link labeled port(u,v) to route messages from u to w have addresses
containing additional bits for the computation of that label. The former solution is costly if d is
large, e.g., it requires {2(logn) bits if d = 2(logn/loglogn). The latter solution is costly if the
path from u to w contains lots of nodes with large degree (such a path can contain up to 2(logn)
nodes of degree 2(logn/loglogn)) because the address of w must then contain information about
each of these nodes. Our strategy will mix these two solutions.

3.1 Address assignment

Let f(n) = ©(logn/loglogn) (the reason for this setting will appear clear in forthcoming proofs).
For any node u, we define the light-path of u as the sequence lpath(u) such that Ipath(u) = () if
u =7, and if v is u’s parent, then

Ipath(v) if rank(v,u) < f(w(v));
(lpath(v), port(v,u)) otherwise.

Ipath (u) = {



Roughly speaking, Ipath(u) contains only the large port numbers encountered while going from r
to u. Let cpath(u) = (rank(u1,v1),...,rank(ug,vg)). We define E(u) as the binary string of length
k such that

0 if rank(u;, vi) < f(w(u;));

1 otherwise.

Bl = {

The address of u is similar to the one for the designer-port model, though it requires two extra
fields, that is

L(u) = (id(u),cpath(u), E(u),lpath(u)) .
The local data structure of u is similar to the one for the designer-port model, though it requires
an extra field P(u), i.e.,

table(u) = (id(u),w(u),w(u), k, P(u)) .
P(u) consists of an array of f(w(u)) + 1 entries that are port numbers such that

port(u,z) if ¢ € [1, f(w(u))] where z satisfies rank(u, z) = i;
Pw)[il=40 if i =0 and u = r;
port(u,v) if i = 0 and u # r, where v is the parent of w.

3.2 Routing algorithm

Upon reception of a message of destination y, the routing decision at x is described by a function
RoUTE2(z, £(y)) € [0,deg(z)] that returns the link label on which the message has to be forwarded
from z. As under the designer-port model, we make use of the (|cpath(z) + 1|)-th element p of
cpath(y) as follows. Let

_ {P(w)[p] if E(y)[p] = 0;
j-th element of Ipath(y) if E(y)[p] = 1, where j = onesgy)(p)-

We then set

0 if id(y) = id(zx);

P(z)[0] if id(y) < id(z) or id(y) > id(z) + w(x);
P i0(r) < () <) + (0

q otherwise.

RoUTE2(x, £(y)) =

3.3 Correctness

Lemma 6. For every pair of nodes x,y, the routing algorithm described by ROUTE2 routes any
message from x to y along a shortest path.

Proof. The first three cases are trivial:  knows both the link leading to its parent (P(z)[0])
and the link leading to its heaviest child (P(z)[1]). Only the fourth case requires some attention.
Similarly to Lemma 2, the (Jcpath(z) + 1])-th element of cpath(y) is p = rank(z, z) where (z, 2) is
the edge leading from z toward y. There are two cases:

Case 1. E(y)[p] = 0. Then i = rank(z, z) < f(w(z)), and thus P(z)[i] = port(z, z) by definition of
P. The function ROUTE2 returns the correct answer in this case.

Case 2. E(y)[p] = 1. Then ¢ > f(w(z)) and port(z, z) is contained in lpath(y). Note that the j-th
port number along the clean-path from r to y is stored in lpath(y) if and only if E(y)[j] is set
to 1. The number of 1-entries in E(y) up to, and including, position p indicates how many port
numbers are stored in Ipath(y). This allows to extract the j-th one by computing j = onesg(y)(p).
The function ROUTE2 returns the correct answer in this case as well, completing the proof.



3.4 Implementation

The next lemma shows that both £(u) and table(u) can be encoded on slightly less bits than log® n.
Recall that f(n) = ©(logn/loglogn).

Lemma 7. For every node u, its address £(u) and its local data structure table(u) are both of size
O(log® n/loglogn) bits.

Proof. Recall that {(u) = (id(u), cpath(u), E(u),lpath(u)). The length of E(u) is bounded by
|cpath(u)|. Thus the first three fields are all bounded by O(logn) bits. Assume that lpath(u) =
(port(uy,vy),...,port(us,ve)). We code lpath(u) via an array of ¢ entries, where each entry is
on [logn] bits. We have: port(u;,v;) < w(u;), w(uir1) < w(v;), and rank(u;, v;) > flw(u;))-
By Lemma 1, we also have rank(u;,v;) < w(u;)/w(v;). Hence, w(uir1) < w(u;)/f(w(u;)). Let
g(n) =n/f(n). We have w(ui1) < g(w(u;)). Thus, if we denote by g(?(n) the i-th iteration of g,
ie., 9O (n) = n, and g+ () = g(g" (n), then

w(u) < glw(w—)) < - < gV (wlw)) < g V(n).

Since w(uz) > 1, it follows that g*=Y(n) > 1. Since f(n) = O(logn/loglogn), we have g(n) =
O(nloglogn/logn), and therefore one can easily check that ¢ = O(logn/loglogn). Thus Ipath(u)
is coded by O(tlogn) = O(log® n/loglogn) bits.

Recall that table(u) = (id(u), w(u), w; (u), |cpath(w)|, P(u)). The first four fields are on O(logn)
bits each. P(u) is composed of f(w(u)) + 1 entries, each one on [logn] bits. Hence P(u) is of size
at most O(log” n/ loglogn), completing the proof.

Theorem 2. In the fized-port model, every n-node tree supports a direct shortest-path routing
scheme with O(log® n/loglogn) bits for both the addresses and the local memory spaces (thus
a memory-free shortest-path routing scheme with O(log® n/loglogn) bits addresses), and O(1)
routing time. Moreover, the pre-processing time is O(nlogn).

Proof. Given the implementation of Lemma 7, ROUTE2 can be computed in constant time, using
the functions ones and select. The pre-precessing time does not increase, even though the size
of the labels is slightly larger. Indeed, the pre-processing time for the operations onesg(-) and
selectg(-) are still performed on strings S of length O(logn), and hence it costs O(logn) time per
node for its setup (cf. Lemma 5).

3.5 A routing scheme with short range addresses

In this section, we focus on routing schemes using addresses of minimum size. In particular, we
present a simple routing scheme with [1, n]-range addresses, and using n+o(n) bits of local memory
space. In Section 4 we will show that this scheme is optimal.

Theorem 3. In the fized-port model, every n-node tree supports a direct shortest-path routing
scheme with [1,n]-range address, n+ o(n) bit memory space, and with constant routing time. The
pre-processing time to setup this scheme is O(n?).

Proof. Let T be an n-node tree such that, for every edge (u,v), port(u,v) has been fixed and
cannot be modified. We consider T" as rooted at an arbitrary node, say r. We define the address
{(u) of u by labeling the nodes with integers in [1,n] using a DFS traversal of T' performed as
follows: £(r) = 1, and, at each internal node u, for any two children v; and vy of u, if port(u,vs) >
port(u,vy), then v is visited before vs.

For any node u, we also define the value m(u) as the largest value of ¢(w) among all de-
scendents w of u. We finally define B(u) as the binary array of n bits such that B(u)[i] = 1
if and only if u has a child v such that ¢(v) = 4. The local data structure of a node u is



table(u) = (¢(u), m(w), B(u),p(u)) where p(u) = port(u,v) with v the parent of u (p(u) = 0
ifu=r).
The routing algorithm ROUTES is the following:

0 if l(y) = £(z);
p(z) if £(y) > m(z) or L(y) < £(x);

RouTE3(x,£(y)) =
q + b otherwise, where ¢ = onesp(,)(£(y)) and b = {

0if ¢ > p(z)
1 otherwise.

The correctness of the algorithm is trivial in the two first cases. For the third case, note first
that if vy, ..., v; are the children of z such that port(z,v;) < --- < port(z,v;), and if y belongs to
some Ty, then the message has to be transmitted to v; and the corresponding port number is i if
x=rorifi<p(u),and i+ 1if z # r or i > p(u). The test “y belongs to T},7” can be performed
by testing whether £(v;) < £(y) < £(vi+1), that is by computing the number of 1-entries in B(x)
up to (and including) position £(y). Thus ROUTE3 returns the correct answer in the third case
too. (Note that if = r, the condition ¢ > p(z) is always satisfied because p(r) = 0 and ¢ > 0,
thus b =0.)

The addresses are in the range [1,n], and the local data structure is of size n + o(n), including
the data structure for the computation of onesg(,)(-) in constant time. The routing time is there-
fore O(1), and the pre-processing time is O(n) per node (the time to compute B(z) and required
to compute the o(n) bits auxiliary bits for the ones operation, cf. Lemma 5).

4 Lower Bounds for Short Range Addresses

Computing lower bounds often requires the use of routing strategy. A routing strategy R is simply
a function that returns, for every graph G of a given family F, a routing scheme R = R(G) for
G. We denote by MEM(R, x) the set of all the data structures used by R in node z of G.

Let M be any set, and let k& be an integer. A k-protocol w.r.t. R and M is a pair of functions
(s,m) such that, for any G € F, and for any z € V(G), we have

(1) s(R(G),G,z) € {0,1}" and (2) m(s(R(G),G, ), MEM(R(G),z)) € M.

A k-protocol (s,m) is said complete if for any D € M, there exists G € F, and = € V(@) such
that
m(s(R(G), G, z), MEM(R(G), 7)) = D,

We can prove the following:

Lemma 8. Given a set M, and a routing strategy R on F, if there exists a complete k-protocol,
then there exists G € F and x € V(G) such that the size of MEM(R(G), z) is at least log | M| —k
bits.

Proof. Let (s,m) be a complete k-protocol. Each element D € M can be coded as a pair (S, M),
where S = s(R(G), G, z), M = MEM(R(G), ), G € F and x € V(G) are such that m(S, M) = D.
By construction, given its code (S, M), we can obtain D by applying the function m. Let L be
the size of MEM(R(G), z). The size of the coding of D € M described above is at most k + L. If
k+ L < log | M|, then two distinct elements of M have the same encoding (S, M): a contradiction.
Therefore, L > log | M| — k. |

By comparison with the routing scheme in Theorem 3 (fixed-port model) and the routing
scheme in [4] (designer-port model), the two following lower bounds are optimal.

Theorem 4.

In the fized-port model, every shortest path routing st